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This chapter covers . . .
 . . . what data look like in their raw form within a dataset
 . . . how to work with data to get them ready to analyze
 . . . the wide variety of datasets that are readily available for analysis
 . . . how to build an additive index and check if it is acceptable
 . . . the newer forms that data take, from Internet databases to media analyses
 . . . types of variables used in statistical analysis
 . . . a classification of statistical procedures we’ll cover in this book
 . . . an example of how researchers used the Internet and algorithms to study popular music
 . . . an example of how researchers used content analysis to study racial stereotyping

INTRODUCTION

Though considered a rude question in other parts of the world, a very typical first ques-
tion at American parties when people are meeting other people for the first time is “What 
do you do for a living?” I occasionally have attended parties, and so I have had the fol-
lowing conversation many times:

OG (OTHER GUEST): What do you do for a living?
TL (THAT’S ME): I’m a professor.
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OG: Really? What do you teach?
TL: Introductory sociology.
OG: Nice!
TL: Social change.
OG: Interesting!
TL: And statistics.
OG: Yikes! I’m sorry. That must be horrible for you.
TL: No, I love it.
OG: Really? (at this point, OG usually tilts her head to one side and squints a little). 
Well, I hated my statistics course when I was in school . . .

Let’s get one thing out in the open right away: statistics has a bad reputation. Though I’m 
not a fan of speaking in odds (more on that much later in the book), I would bet that odds 
are good that you are not thrilled to be sitting in front of a book on statistics. Other emo-
tions likely are in play: boredom, trepidation, fear. Maybe not all of these, but if you’re 
like many students taking a course in statistics, the probability is high that some of these 
emotions are involved. Any effort I make here to dispel such emotions likely will elicit 
another set of reactions: skepticism, disbelief, anger. I realize it might take me a while 
to win you over. But I will do my best. I’d even say that the odds are high that at some 
point, perhaps not right away, but somewhere down the road, you will, perhaps secretly, 
start to like statistics.

OK, you may not get to that point. But I do hope to convince you that understanding sta-
tistics is completely possible if you have the right combination of guides (your instructor 
and me). It is not only possible to understand statistics; it is also absolutely essential to 
being an informed and effective student, citizen, activist, or employee. We live in an age 
in which information is overwhelmingly everywhere, and a lot of this information is 
statistical. Legislators measure the success of social policies based on statistics. A phi-
lanthropist considering a large donation to a nonprofit organization may ask for evidence 
of the organization’s prior success, and this evidence is often statistical in nature. Start-
 up companies have made fortunes by developing better statistical models to help people 
mine the data created daily by people’s Internet searches and by consumer behavior (a 
journalist even went so far as to call these people “the Numerati” [Baker, 2008]). There-
fore, if you can’t speak statistics, you could very well be left out of all of these loops.

Did I just say, “speak statistics”? Yes, I did. In many ways, for many people, learning 
statistics is very similar to learning a foreign language. If I started speaking, say, Farsi 
or Swahili right now, I’d probably lose your interest rather quickly (unless, of course, 
you’re a speaker of these languages, in which case you’d probably perk right up). But do 
I lose you any less slowly when I say, “Adding the squared age term raises the explained 
variation by 0.04 (with an F- test significant at p < .01) and causes the slope for the 
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interaction effect to lose its statistical significance?” I’d bet not. Right now, to figure out 
what this sentence meant, you’d need to take it to someone who speaks statistics, and 
you’d be relying on that person’s translation. Similar to studying a foreign language, 
learning to speak statistics takes practice. This book, with its plentiful examples and 
exercises, will guide you through such practice. By the end of this book, you’ll be able 
to figure out on your own what these strange, statistical sentences mean, which means 
that, among your friends, family, and coworkers, you will likely become the statistical 
translator. And those statistical tables you see in academic journals or policy briefings? 
You know, those tables that you just skip over because you have no idea what they’re 
saying? I’ll give you the necessary skills to be able to navigate such tables with ease.

This book differs substantially from other introductory statistics books. I think that’s 
a good thing, but, granted, I’m biased. In addition to using a writing style I hope will 
not bore or confuse you, I get us through the basic statistics relatively quickly. I do 
this in order to spend much more time than most books do on the statistical techniques 
that are used most in the real world. In my opinion, many books spend far too many 
chapters going over statistical techniques that students likely will never see in practice. 
Then, before they get to the really good stuff, the book ends. This is akin to a movie 
that has lots of character and plot development, and then, right at the climax, when the 
school bus filled with orphans is hanging off the cliff, the screen fades to black and the 
credits roll. This book, in contrast, not only saves those orphans; it finds them all fami-
lies and buys each child a puppy. In this book, I cover the basics, and then I get to the 
good stuff that social scientists really use in their research. I’ve pored over thousands 
of recent pieces of social research in order to make sure that I’m covering the most 
pertinent techniques. Although I’ve done my best to write as clearly as possible, there 
inevitably will be points where, the first time you read through them, something just 
doesn’t make sense. During such moments, don’t give up right away. Sometimes this 
material takes a few readings before you really understand it. But, if you are persistent, 
you will get there.

WHAT DATA LOOK LIKE

Yes, look. The word data is the plural form of the singular word datum. It may sound 
weird now, but get used to it, because it’s grammatically correct. Stratum, medium, 
datum; strata, media, data. The data are correct. The data are available on the Internet. 
The data do not lie. Actually, sometimes they do lie, but more on that later in the book. 
In our trip together, we’ll be calculating and interpreting statistics using lots and lots of 
data, so the first things I want to go over with you are the basic forms that data take, the 
major sources of data today, and some useful ways to work with data to answer the ques-
tions you want to answer.
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Most, though not all, quantitative social research data start with surveys. A survey inter-
viewer collects data from a survey respondent. Next, that respondent’s answers are trans-
lated into numerical codes that the researchers then input into a dataset. The researchers 
then use the dataset and a statistical program to calculate their statistics. Reducing peo-
ple’s complex behaviors and attitudes to numbers is not a perfect process. Interesting 
details sometimes get lost in translation. I’ll be the first to defend those who use more 
qualitative techniques to study the social world. However, because this is a book on 
statistics, we’ll be working with the more quantitative data, mostly from surveys, but 
sometimes from other sources.

Before we look at some real datasets, let’s start hypothetically, on a very small scale. We 
conduct a survey of a whopping six people, asking them the following five questions:

1. Their sex (male, female, or transgender)
2. Their age (in years)
3. Their race (white, Black, or other)
4. The highest level of education they have completed (some high school, high school 

diploma, some college, college degree, advanced degree)
5. Their support of capital punishment for someone convicted of murder (strongly sup-

port, support, oppose, strongly oppose).

Here are the tiny surveys for each person:

Q Exhibit 1.1 A Tiny Set of Data

Respondent 1: Respondent 2: Respondent 3:

1. Male 1. Male 1. Transgender
2. 42 2. 75 2. 20
3. White 3. Other 3. White
4. High school diploma 4. College degree 4. Some high school
5. Strongly supports 5. Opposes 5. Supports

Respondent 4: Respondent 5: Respondent 6:

1. Male 1. Female 1. Female
2. 56 2. 33 2. 63
3. Black 3. White 3. Black
4. Advanced degree 4. College degree 4. High school diploma
5. Strongly opposes 5. No answer 5. Strongly opposes
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We have data! Now what do we do with them? If we’re like most researchers, we’ll 
enter them into a statistical analysis program. In this book, we’ll use SPSS, because it is 
one of the easiest to use and it is one of the most widely used statistical packages. Most 
chapters in this book end with a series of SPSS demonstrations that cover the statistical 
techniques I just went over in the chapter. But, for now, we’ll stay hypothetical and get 
to SPSS at the end of the chapter. First, we need to name our variables. The first four 
are easy to name: SEX, AGE, RACE, DEGREE. We could name the last one CAPITAL 
PUNISHMENT, but typically variable names are shorter, so we’ll go with CAPPUN. 
With those decisions made, Exhibit 1.2 contains our dataset so far.

Q Exhibit 1.2 Hypothetical data

SEX AGE RACE DEGREE CAPPUN

1

2

3

4

5

6

Each variable gets its own column, and each respondent gets a row. Now we need to 
fill in the cells with the data. For the age variable, we simply put in the actual numbers. 
However, because the computer doesn’t like words, we next need to assign numbers, or 
codes, for each category of the other four of our variables. For SEX, with three catego-
ries, we’ll use:

Male: 0, Female: 1, Transgender: 2

Now, men, don’t ascribe too much meaning to this. I don’t think you’re zeros. Coding is 
often arbitrary. I just as easily could have coded females as 0 and males as 1. For RACE, 
with three categories, we’ll use:

White: 0, Black: 1, Other: 2

For DEGREE, with five categories, we’ll use

Some high school: 0, High school diploma: 1, Some college: 2, College degree: 3, 
Advanced degree: 4
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Finally, the capital punishment variable has four categories:

Strongly support: 0, Support: 1, Oppose: 2, Strongly oppose: 3

With the codes in place, we can fill in our cells, as I have done in Exhibit 1.3.

Q Exhibit 1.3 A Filled- In Dataset

SEX AGE RACE DEGREE CAPPUN

1 0 42 0 1 0

2 0 75 2 3 2

3 2 20 0 0 1

4 0 56 1 4 3

5 1 33 0 3 .

6 1 63 1 1 3

Be sure to observe how the codes match up with the respondents’ original survey 
answers. Notice that Respondent 5 did not give an answer to Question 5, so she gets a 
dot for that variable (you’ll see this a lot, or people will designate particular numbers for 
“no answer” or “don’t know”). Our little dataset, with only five variables and only six 
respondents, has 30 cells with 30 pieces of information. As you likely can imagine, most 
datasets have many more respondents and variables than this one. For example, over 
the years, the General Social Survey (GSS) has interviewed 64,814 respondents and has 
6,112 variables, giving us 396,143,168 cells. That’s a lot of information.

MAKING THE DATA WORK FOR YOU

Most of the time, when you download a dataset, the data aren’t exactly in the shape that 
you need them to be. But this is easy enough to fix. What we do is take the original vari-
able and go through a process called recoding in order to create a new variable (always 
leaving the old variable in its original state, in case we need it again later). If we wanted 
to compare whites and nonwhites with regard to whether they either support or oppose 
capital punishment, we’d want to recode each of these variables. First, we take the origi-
nal RACE variable and recode it from three categories to two categories, giving us a 
new variable we’ll call RACERE. I’m using this name as a way of reminding my future 
self that this new variable is a REcoded variable based off the original RACE variable.

Copyright Material – Provided by Taylor & Francis 
Review Copy – Not for Redistribution 



FinDinG AnD MAnAGinG DAtAsets             7

Q Exhibit 1.4 Recoding the RACE Variable

This gives us a new variable with two categories instead of the original three. Next, we 
take the CAPPUN variable and from it recode a new variable we’ll call CAPPUNRE.

Q Exhibit 1.5 Recoding the CAPPUN Variable

This gives us a new variable with two categories instead of the original four. When we 
take an original variable and from it create a new variable with fewer categories, we call 
this process collapsing: we are collapsing multiple categories into a smaller number of 
categories. Exhibit 1.6 has our dataset with the two new variables and their values.

Q Exhibit 1.6 Our Tiny Dataset With Two New Variables

SEX AGE RACE DEGREE CAPPUN RACERE CAPPUNRE

1 0 42 0 1 0 0 0

2 0 75 2 3 2 1 1

3 2 20 0 0 1 0 0

4 0 56 1 4 3 1 1

5 1 33 0 3 . 0 .

6 1 63 1 1 3 1 1

Notice that when we collapse a variable, we do lose valuable detail. For example, with 
the new CAPPUNRE variable, we no longer know if someone strongly opposes or 
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simply opposes capital punishment. Therefore, as a general rule, we should collapse 
categories together only when we have good reason to do so. Don’t just collapse because 
it’s fun. A good reason could be substantive: we really want to compare whites to non-
whites. Or our reason could be statistical: to do what we want to do statistically, we need 
the variable to be collapsed.

Another way to get new variables is to combine variables in a variety of ways. What if 
we were studying the household division of labor (a fancy way of saying who does the 
housework), and we had these two measures:

RESPHWKnumber of hours of housework the respondent does per week
PRTNRHWKnumber of hours of housework the respondent’s partner does per week

We could take these measures and calculate other variables:

TOTALHWK = RESPHWK + PRTNRHWK: this would give us the combined hours of 
housework.

RESPHWKPCT = RESPHWK/TOTALHWK: this would give us the proportion of 
housework the respondent does.

PRTNRHWKPCT = PRTNRHWK/TOTALHWK: this would give us the proportion of 
housework the respondent’s partner does.

Another way to combine variables is to find related variables and engage in a process called 
indexing. The simplest (and most common) form of index is an additive index, in which we 
add together a respondent’s scores on multiple variables. Let’s say we had our six respon-
dents from earlier respond not to a single question about capital punishment but to three 
questions with specific scenarios (e.g., Would you support capital punishment for terrorists 
responsible for 9/11?), where 0 = NO and 1 = YES. We could add respondents’ responses 
together into an index called CAPPUNDX. The dataset might look like Exhibit 1.7.

Q Exhibit 1.7 A Dataset With an Additive Index

CAPPUN1 CAPPUN2 CAPPUN3 CAPPUNDX

1 0 0 0 0

2 1 1 1 3

3 1 0 0 1

4 0 1 1 2

5 1 1 . .

6 0 0 0 0
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Ornery Respondent 5 is at it again: she was willing to answer the first two questions, but 
not the third. So, unfortunately, we are unable to compute an index score for her.

Usually, enough people answer all the questions, so this is not a huge problem. However, 
if a significant number of the respondents refuse to answer a question, and it is something 
they have in common that causes this refusal, this could lead you to have biased results. For 
example, if those in favor of capital punishment don’t like one of the survey questions (say, 
because it calls capital punishment murder), they might be particularly likely to refuse to 
answer that question. When you calculate your index, then, these pro- capital- punishment 
people will be left out of your index, and it will subsequently seem that most people are 
against capital punishment. But what’s really going on is that those in favor of capital punish-
ment were not included in your index. Some researchers use a technique called imputation 
to take care of such problems, where they take their best guess regarding how the respondent 
would have answered the question that she skipped. For example, given that Respondent 5 
answered “Yes” to the first two questions, it’s a fair guess that, had she answered the third 
question, she would have answered “Yes.” There are various kinds of imputation. Some 
people substitute the mean of the other questions, which is pretty much what we did just now, 
since (1 + 1)/2 = 1. Other kinds are much more complicated. If imputation is making you feel 
a little squeamish, you’re not alone, since it is in a sense putting words in the respondent’s 
mouth. But some people prefer it to losing precious respondents in their analyses.

Indexes (or indices; you’ll see both of these words used) are a great idea if you’re worried 
that a single variable will not adequately capture what you’re trying to get at. Indexing 
is a real art, and some people get really picky about how you do it, but we won’t go into 
such detail in this book. Just make sure your combinations of variables make sense, not 
just to you but also to any “reasonable” person. For example, in our original five- variable 
dataset, if someone said, “Let’s add together the age and degree variables,” we’d want to 
meet such a suggestion with great skepticism. Another question we want to ask ourselves 
when we create an additive index is, “Do our variables give us enough combined cases?” 
For example, what if our CAPPUN1,2,3 dataset looked like Exhibit 1.8?

Q Exhibit 1.8 An Unfortunate Attempt at an Additive Index

CAPPUN1 CAPPUN2 CAPPUN3 CAPPUNDX

1 . 0 0 .

2 . 1 1 .

3 . 0 0 .

4 0 1 . .

5 1 1 . .

6 0 0 . .
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So very sad. It seems that the survey researchers did not plan things out well. They didn’t 
ask any of the respondents all three CAPPUN questions. So our index ends up with no 
respondents with valid index scores. If your index involves several variables, sometimes 
there’s just a single variable that turns out to be the culprit (later in the book, we’ll go 
over how to figure this out). Removing this variable from the index would likely solve 
the problem.

OUR DATASETS

In this book, I’m using data from seven well- known datasets. For the in- chapter examples, 
I use the General Social Survey. For the end- of- chapter exercises, I use the American 
National Election Studies (ANES), the World Values Survey (WVS), and four surveys 
from the Pew Internet & Technology project. Researchers in the social sciences use these 
datasets quite frequently. Survey researchers have been carrying out the GSS since 1972, 
doing so every year or—in recent years—every other year. Most of the time, I’ll be using 
data from the 2018 GSS, which is the most recent year available as I write this edition. 
However, occasionally I’ll go back to a different year or look at data over a series of 
years. The GSS is exactly what it sounds like: researchers design it to be used by a wide 
variety of people for a wide variety of reasons. It covers a lot of ground topically.

In order to observe trends, it replicates hundreds of questions year to year. But each time 
they conduct it, the GSS researchers use new questions, often in sets called modules. 
Some of the more interesting recent modules have been:

 2000: health,
 2002: quality of working life,
 2004: immigration,
 2006: global warming,
 2008: scientific knowledge,
 2010: the environment,
 2012: workplace hostility,
 2014: national identity,
 2016: engagement with the arts, and
 2018: social networks.

In addition to using new questions every year, the GSS uses a new sample of respon-
dents, as opposed to a panel of the same respondents who are reinterviewed year after 
year, as is done in longitudinal surveys. The researchers take great care in collecting the 
sample in a highly scientific way. This makes the results highly generalizable to the pop-
ulation from which the sample was drawn: all Americans aged 18 and older not currently 
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institutionalized (for example, in mental institutions or prisons). The size of the sample 
ranges year to year from around 2,000 respondents to more than 4,500 respondents. 
For example, the 2018 GSS had 2,348 respondents. The GSS is not the ideal dataset 
for everyone. For example, if you’re interested in people’s attitudes toward clowns, I’m 
afraid you’re out of luck. And if you’re interested in the attitudes of clowns themselves, 
again, the GSS will let you down.

The ANES is slightly more specialized but still offers the opportunity to study many 
different topics (ANES, 2017). Given the name of the survey, you’ve probably already 
guessed that the ANES researchers ask a lot of questions about elections, candidates, 
and political knowledge and attitudes. The researchers carry out the ANES every two 
years; however, the survey during a presidential election year is quite a bit larger than 
are those conducted during congressional election years. The ANES I use for the end- of- 
chapter exercises is from 2016. The 2016 ANES had 4,270 respondents. The researchers 
interviewed most of these respondents twice: before the election and after the election.

The WVS is a great dataset for studying attitudes and behaviors on a global scale (World 
Values Survey, 2020). It is the brainchild of Ronald Inglehart from the University of Michi-
gan, who has written some wonderful books with the data from the WVS. Under Inglehart’s 
careful direction, the WVS team has carried out surveys in many countries, from Algeria 
to Zimbabwe, since 1981. In each country, a carefully selected sample of respondents was 
asked a wide variety of questions about social issues, national pride, immigration, and life 
satisfaction. The original Wave 6 WVS dataset, which was collected between 2010 and 
2014, had a whopping 88,351 respondents across all the countries they studied. To make 
this dataset more manageable for the end- of- chapter exercises, I converted this dataset to a 
country- by- country dataset, where each case was a country rather than a person (I describe 
this process in Appendix A). While much social science research uses individual people 
as the cases (in other words, the unit of analysis is the individual), there is fascinating 
research that does not. Later on in the book, we’ll cover research examples where the unit 
of analysis involves counties, protests, and newspaper articles.

The Pew Internet & Technology project is part of the Pew Research Center, funded by the 
Pew Charitable Trusts (Pew Research Center: Internet & Technology, 2020). This project 
began in 2000 and has been conducting fascinating surveys about the increasing role of 
the Internet (and other new technologies) in Americans’ lives ever since. A while after they 
have finished reporting on the findings from a new study, they post the original data on 
their website. I use data from four of their surveys, each of which used carefully selected 
random samples. The first I call PewKids: in 2011, it surveyed 799 American parent–child 
combinations. They asked parents about their concerns about the Internet and about what 
they do to protect their children, and they asked children (ages 12–17) about their use of 
social networking sites and their experiences with cyberbullying. The second Pew survey 
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I call PewHealth: in 2012, it surveyed 3,014 Americans about their health and the extent 
to which they use the Internet to find health information. The third Pew survey I call Pew-
SocialMedia: in 2013, it surveyed 1,801 Americans about their use of a variety of social 
media (Facebook, Twitter, Pinterest, etc.), their fears of being left out, their ability to deal 
with hardship in their lives, and the hardships experienced by their friends and relatives. 
The fourth Pew survey I call PewWorkPlay: in 2015, it surveyed 2,001 Americans about a 
variety of technologies (such as videogames and dating websites) and how they have used 
the Internet and their cellphones to search for and apply for jobs.

OTHER GREAT DATASETS

There are many other great datasets out there, most of which are designed with a specific 
goal in mind. Here I describe just a few of the most widely used datasets, many of which 
provide data for the literature examples within the chapters and the articles that appear 
in Appendix B of the book. Creating such datasets are enormous endeavors involving 
many researchers and staff.

The Panel Study of Income Dynamics (PSID) runs out of the Institute for Social Research 
at the University of Michigan. In 1968, the PSID researchers chose a nationally repre-
sentative sample of more than 18,000 people living in 5,000 families. They have inter-
viewed these same families year after year about changes in their employment, income, 
family structure, health, and many other topics. The fact that they interview the same 
people repeatedly is what makes the PSID a panel study. Among the greatest aspects 
of the PSID is that it allows us to study intergenerational processes. Let’s say married 
couple Mike and Carol were in the original PSID sample in 1968. The PSID gathered 
data not only on the two of them but also on their children. As these children went on to 
create their own families, the PSID continued to track them and their children. Now, the 
PSID is likely collecting data on how Mike and Carol are adjusting to retirement, how 
their children are faring financially as they enter middle age, and how Mike and Carol’s 
grandchildren are doing in school. This allows researchers unprecedented abilities to 
study how the financial well- being of one generation affects the well- being of future 
generations. On its website, the PSID keeps track of what researchers are doing with 
these data. As I write this, the current counts are 92 books, 784 book chapters, 1,098 
dissertations, and 4,658 journal articles (PSID, 2020).

The National Longitudinal Study of Adolescent to Adult Health is another longitudi-
nal survey. Researchers at the University of North Carolina at Chapel Hill oversee the 
study. Given that the title of the survey is a mouthful, its nickname is Add Health (don’t 
ask me where that extra d came from; that’s always bugged me). This survey started in 
1994 when researchers interviewed tens of thousands of adolescents and their school 
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administrators, parents, siblings, and friends. It has conducted additional interviews with 
these same people in 1996, 2002, 2008, and 2016–2018, allowing researchers to track 
these respondents as they become adults. One of the strengths of this study is its net-
work capabilities. It studied all of the students in many schools, asking them to name 
their friends and romantic relationships. This allows researchers to analyze the effects 
of social networks among adolescents on such topics as school violence, sexually trans-
mitted diseases, and depression. It is also well known for carefully collecting lots of 
biological data, allowing researchers to study the intersections of biology and social con-
text. As I write this, the Add Health website claims that more than 8,000 publications, 
presentations, dissertations, and unpublished manuscripts have used these data (National 
Longitudinal Study of Adolescent to Adult Health [AddHealth], 2020).

Most such datasets are available for public use, and finding them on the Internet, down-
loading them, and running statistics on them isn’t difficult. Although it is easy enough 
to download data, it is critical to spend some time understanding how the researchers 
assembled the dataset and its variables. Most of these datasets provide extensive users’ 
guides and codebooks that are immensely helpful in getting the data up and running. 
Once you have the data ready to go, you can start creating variables of your own from 
the original variables. Let’s go through examples of this using recent GSS data.

INTRODUCTION TO THE THREADED EXAMPLES

I’ll be pulling from a wide variety of GSS topics in order to offer examples of statisti-
cal techniques. However, I have chosen four GSS topics—immigration, health, income 
inequality, and everyday harassment—that I will thread throughout the book. I do this in 
order to help you see how all of the techniques are related to one another. For example, 
I’ll examine a topic using a technique in an early chapter, but then I’ll return to this same 
topic in a later chapter in order to show how the new technique improves upon the previ-
ous technique. There is the risk that you might tire of these threaded topics by the end 
of the book, but I’ve tried to choose four timely topics that will maintain our interest.

In the 2014 GSS, the researchers asked Americans a lot of questions regarding how 
they feel about immigrants and how they affect the country. Given the importance of 
immigration in the United States and worldwide, I decided this would make for a good 
threaded topic that I will use again and again. They unfortunately did not repeat some 
of these questions in subsequent years, but where they did, I will use the most current 
data. While the GSS researchers consistently ask respondents about their overall health, 
they asked an entire module of questions in 2018: have you had to miss work because 
of your physical or mental health, have you experienced the following health concerns: 
depression, diabetes, sleep problems, and so on. They also asked the respondents for 
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their height and weight. You’ll see how I used this information in just a while. In 2018, 
the GSS researchers asked a series of questions regarding what the government should 
do about the important issue of income inequality, and I use these questions for my third 
threaded topic. Finally, for the first time ever, in 2018, the GSS researchers asked an 
interesting set of questions regarding various types of harassment some people experi-
ence on a daily basis, such as receiving poor service in restaurants and stores or being 
treated with less courtesy or respect than others. Now I’ll use these threaded topics to 
offer examples of how to work with data to create new variables.

CREATING AN INDEX OF EVERYDAY HARASSMENT

We’re going to take the five everyday- harassment questions and combine them into an 
additive index. We could use a single survey question, such as “Do you experience 
everyday harassment?” But as I mentioned previously, often it’s better to try to get at the 
issue from multiple angles, with each angle represented by a survey question. Of course, 
we want to make sure that these survey questions are close to the same topic. Here are 
the survey questions from the 2018 GSS:

In your day- to- day life how often have any of the following things happened to you? . . .

AFRAIDOF: People act as if they are afraid of you.
DISRSPCT: You are treated with less courtesy or respect than other people.
NOTSMART: People act as if they think you are not smart.
POORSERV: You receive poorer service than other people at restaurants or stores.
THREATEN: You are threatened or harassed.

All of the variables have the same original coding, shown in Exhibit 1.9.

Q Exhibit 1.9 Original Coding of the Everyday Harassment Variables

0 IAP
1 ALMOST EVERY DAY
2 AT LEAST ONCE A WEEK
3 A FEW TIMES A MONTH
4 A FEW TIMES A YEAR
5 LESS THAN ONCE A YEAR
6 NEVER
8 DON’T KNOW
9 NO ANSWER
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Notice that three of the codes—0, 8, and 9—are for people who don’t have valid 
responses on the question. People who were asked the question but replied “don’t know” 
were coded as an 8 for this question; those who were asked the question but did not give 
an answer were coded as a 9 for this question. IAP stands for “InAP- plicable,” meaning 
that these respondents weren’t asked the question. The GSS does not ask every respon-
dent every question. But each question is answered by a sizable number of respondents. 
For example, the GSS asked about two thirds of the respondents these harassment ques-
tions, giving us plenty of data with which to work.

Because these variables are all similar in their original coding, this index will be easy 
to create. We want someone who never experiences any kind of harassment to receive a 
score of 0 on the index. This would be someone who responded “never” to all five ques-
tions. This tells us how to recode the variables. Exhibit 1.10 contains the plan.

Q Exhibit 1.10 Recode Plan for the Everyday Harassment Variables

Old Value Value Label New Value

0 IAP MISSING
1 Almost every day 5
2 At least once a week 4
3 A few times a month 3
4
5
6

A few times a year
Less than once a year
Never

2
1
0

8 Don’t know MISSING
9 No Answer MISSING

Each variable will now range from 0 to 5, with the higher number meaning more experi-
ences with harassment. When we combine the five new variables together, someone who 
has never experienced any of these types of harassment will answer “never,” “never,” 
“never,” “never,” “never,” and will have a 0 + 0 + 0 + 0 +0 = 0 for his index score.

Copyright Material – Provided by Taylor & Francis 
Review Copy – Not for Redistribution 



LiFe in A DAtA- LADen AGe16     

Q Exhibit 1.11 Original Variable Results and Recoded Variable Results

R is treated with less courtesy or respect than others

Frequency Percent Valid Percent Cumulative 
Percent

Valid Almost every day 122 5.2 7.8 7.8
At least once a week 199 8.5 12.7 20.6
A few times a month 233 9.9 14.9 35.5
A few times a year 399 17.0 25.6 61.1
Less than once a year 270 11.5 17.3 78.3
Never 338 14.4 21.7 100.0
Total 1561 66.5 100.0

Missing IAP 774 33.0
Don't know 6 .3
No Answer 7 .3
Total 787 33.5

Total 2348 100.0

 
Recoded DISRSPCT

Frequency Percent Valid Percent Cumulative 
Percent

Valid 0 338 14.4 21.7 21.7
1 270 11.5 17.3 38.9
2 399 17.0 25.6 64.5
3 233 9.9 14.9 79.4
4 199 8.5 12.7 92.2
5 122 5.2 7.8 100.0
Total 1561 66.5 100.0

Missing System 787 33.5
Total 2348 100.0

Source: GSS 2018 data.

Someone who experiences all five types of harassment almost every day will have a 
5 + 5 + 5 + 5 + 5 = 25 on the index. Someone who answers “a few times a month” on 
two of the questions, “never” on another question, and “almost every day” on the last 
two questions will have a 3 + 3 + 0 + 5 + 5 = 16 for her index score. The results for the 
original DISRSPCT variable and the recoded variable (which I will call DISRSPCTRE) 
are in Exhibit 1.11.
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Looking at these numbers, things seem to be in order. The 122 who responded “almost 
every day” on the original variable now get a “5” on the recoded variable. Notice that the 
three categories that are missing have now been grouped together (774 + 6 + 7 = 787). 
One thing that is lacking is value labels on the new variable (notice the 0, 1, 2, 3, 4, 5 
instead of the words “never,” etc.). You always want to label everything so that if you 
return to a project in the future, you know what all of your values mean (think of labeling 
as a nice way to remind your future self what you did in the past). Exhibit 1.12 contains 
the original POORSERV variable followed by the recoded POORSERVRE variable, 
complete with value labels.

Q Exhibit 1.12 Original POORSERV Variable and Recoded POORSERVRE Variable

R receives poorer service in restaurants or stores

Frequency Percent Valid Percent Cumulative Percent

Valid Almost every day 16 .7 1.0 1.0
At least once a week 72 3.1 4.6 5.6
A few times a month 158 6.7 10.1 15.8
A few times a year 408 17.4 26.2 41.9
Less than once a year 375 16.0 24.0 66.0
Never 531 22.6 34.0 100.0
Total 1560 66.4 100.0

Missing IAP 774 33.0
Don't know 8 .3
No Answer 6 .3
Total 788 33.6

Total 2348 100.0

Recoded POORSERV

Frequency Percent Valid Percent Cumulative Percent

Valid NEVER 531 22.6 34.0 34.0
LESS THAN ONCE A YEAR 375 16.0 24.0 58.1
FEW TIMES A YEAR 408 17.4 26.2 84.2
FEW TIMES A MONTH 158 6.7 10.1 94.4
AT LEAST ONCE A WEEK 72 3.1 4.6 99.0
ALMOST EVERY DAY 16 .7 1.0 100.0
Total 1560 66.4 100.0

Missing System 788 33.6
Total 2348 100.0

Source: GSS 2018 data.
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Once we’re sure all the new variables are correct, we can combine them into an index:

HARASSINDEX = AFRAIDOFRE + DISRSPCTRE + NOTSMARTRE + 
POORSERVRE + THREATENRE

Exhibit 1.13 is a table that summarizes how the respondents fall on the index.

Q Exhibit 1.13 Index of Everyday Harassment

Index of Everyday Harassment

Frequency Percent Valid Percent Cumulative Percent

Valid NEVER 167 7.1 10.9 10.9
1 67 2.9 4.4 15.2
2 106 4.5 6.9 22.1
3 118 5.0 7.7 29.8
4 139 5.9 9.0 38.8
5 135 5.7 8.8 47.6
6 127 5.4 8.3 55.8
7 117 5.0 7.6 63.4
8 108 4.6 7.0 70.4
9 88 3.7 5.7 76.2

10 84 3.6 5.5 81.6
11 51 2.2 3.3 84.9
12 44 1.9 2.9 87.8
13 38 1.6 2.5 90.3
14 36 1.5 2.3 92.6
15 30 1.3 1.9 94.5
16 22 .9 1.4 96.0
17 15 .6 1.0 96.9
18 18 .8 1.2 98.1
19 11 .5 .7 98.8
20 5 .2 .3 99.2
21 8 .3 .5 99.7
22 3 .1 .2 99.9
MANY TIMES 2 .1 .1 100.0
Total 1539 65.5 100.0

Missing System 809 34.5
Total 2348 100.0

Source: GSS 2018 data.
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Of the respondents with a valid index score, 169 (or 10.9%) said they never expe-
rienced any of these types of harassment. The highest scores on the index were two 
respondents who scored a 23. Notice that I gave these two extremes value labels. We 
have respondents all over the place on the index range, and 1,539 of the 2,348 total 
respondents have index scores, which is a lot of people with whom to run interesting 
statistical analyses.

CREATING AN INDEX OF ATTITUDES ABOUT  
IMMIGRATION

The previous indexing example was about as straightforward as it gets. Let’s use the 
2014 GSS immigration variables to do a slightly more complicated example. To make 
an index of attitudes toward immigration, I’m going to use six Likert- scale variables. 
A Likert survey question is one that offers a statement and then asks the respondent to 
agree or disagree with it. Here are the original survey questions:

There are different opinions about immigrants from other countries living in Amer-
ica. (By “immigrants” we mean people who come to settle in America.) How much 
do you agree or disagree with each of the following statements?

IMMCULT American culture is generally undermined by immigrants.
IMMJOBS Immigrants take jobs away from people who were born in America.
IMMAMECO Immigrants are generally good for America’s economy.
IMMIDEAS Immigrants make America more open to new ideas and cultures.
IMMRGHTS Legal immigrants to America who are not citizens should have the same 

rights as American citizens.
EXCLDIMM America should take stronger measures to exclude illegal immigrants.

All of these questions had the same set of responses: Strongly Agree, Agree, Neither 
Agree nor Disagree, Disagree, or Strongly Disagree (plus Can’t Choose and No Answer). 
Here’s the slightly tricky part, though: notice that for three of the variables (IMMA-
MECO, IMMIDEAS, and IMMRGHTS), if you agree with these statements, you are 
more supportive of immigration. However, for the other three variables (IMMCULT, 
IMMJOBS, and EXCLDIMM), agreeing with these statements signals that you are less 
supportive of immigration. Therefore, we need to be careful regarding how we recode 
the variables so that they all go in the same direction: zero will mean a lack of support 
for immigration, and four (since the recoded variable will go zero, one, two, three, four) 
will mean full support for immigration.
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Q Exhibit 1.14 Recode Plan for IMMAMECO, IMMIDEAS, and IMMRGHTS

Old Value Value Label New Value

0 IAP MISSING
1 Strongly Agree 4
2 Agree 3
3 Neither Agree Nor Disagree 2
4 Disagree 1
5 Strongly Disagree 0
8 Can’t Choose MISSING
9 No Answer MISSING

Q Exhibit 1.15 Recode Plan for IMMCULT, IMMJOBS, and EXCLDIMM

Old Value Value Label New Value

0 IAP MISSING
1 Strongly Agree 0
2 Agree 1
3 Neither Agree Nor Disagree 2
4 Disagree 3
5 Strongly Disagree 4
8 Can’t Choose MISSING
9 No Answer MISSING

Let’s say I’m super supportive of immigration. I’ll strongly agree with the first three 
variables, scoring 4 + 4 + 4, and I’ll strongly disagree with the latter three variables, 
again scoring 4 + 4 + 4. So I’ll score 24 on the index. If I’m super against immigrants, I’ll 
strongly disagree with the first three variables, scoring 0 + 0 + 0, and I’ll strongly agree 
with the latter three variables, again scoring 0 + 0 + 0, ending up with a total immigration 
index score of zero. Exhibit 1.16 contains the resulting index.
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Q Exhibit 1.16 Immigration Support Index

Frequency Percent Valid Percent Cumulative Percent

Valid No Support for Immigration 2 .1 .2 .2
1 2 .1 .2 .4
2 7 .3 .6 1.0
3 11 .4 1.0 2.0
4 12 .5 1.1 3.1
5 20 .8 1.8 4.9
6 29 1.1 2.6 7.5
7 33 1.3 3.0 10.4
8 50 2.0 4.5 14.9
9 60 2.4 5.4 20.3

10 69 2.7 6.2 26.5
11 90 3.5 8.1 34.6
12 110 4.3 9.9 44.5
13 117 4.6 10.5 55.0
14 115 4.5 10.3 65.4
15 84 3.3 7.6 72.9
16 104 4.1 9.4 82.3
17 61 2.4 5.5 87.8
18 59 2.3 5.3 93.1
19 26 1.0 2.3 95.4
20 21 .8 1.9 97.3
21 9 .4 .8 98.1
22 13 .5 1.2 99.3
23 3 .1 .3 99.6
Full Support for Immigration 5 .2 .4 100.0
Total 1112 43.8 100.0

Missing System 1426 56.2
Total 2538 100.0

Source: GSS 2014 data.

As you can see, we have respondents all over the place on the index, with few people at 
the extremes, and lots of people somewhere in the middle, implying that most Americans 
have mixed feelings about immigration. In later chapters, we’ll try to figure out why 
people fall where they fall on this index.
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For the remaining two threaded examples, I also created additive indices. For income 
inequality, I recoded and combined four GSS variables (INCGAP, GOVEQINC, HELP-
POOR, and HELPNOT) that resulted in an index ranging from 0 (the government should 
do less about income inequality) to 16 (the government should do more about income 
inequality). For health, I created two indices. One measures the respondent’s subjective 
perceptions of her health, and it ranges from 0 (poor health) to 8 (excellent health). The 
other index combines questions that asked respondents if they have particular health 
conditions, and it ranges from 0 (no conditions) to 8 (many conditions). You’ll see these 
indices in various examples throughout the book.

CAN YOU COUNT ON YOUR INDEX? A WORD  
ABOUT RELIABILITY

What does it mean to have a reliable friend? It means to have a friend that you can 
count on, that you can trust, and who won’t come at you from all different angles with 
contradictory attitudes. The statistical meaning of reliability with regard to indexes is 
similar. We want our index to be reliable: we want it to include a variety of measures 
that aren’t contradicting one another. Without going into the details, I just want to men-
tion the most common measure of index reliability. It’s called Cronbach’s alpha, and 
it ranges from zero to one (a lot of statistics are set up similarly, as you’ll see later in 
the book). In short, zero means terrible reliability (it doesn’t make sense to combine 
these variables into an index) and one means perfect reliability (your index is made 
up of variables that go together very well, so you can trust its reliability). Though you 
may hear different standards from different people, generally an alpha of 0.7 or above 
is considered acceptable. If it dips a bit below that, you may want to take a look at 
your combination of index variables. If it dips well below that, you should definitely 
reconsider this combination. To illustrate this briefly, I calculated the alpha for the two 
indexes I created previously. Then, for each index, I added in a GSS variable that it 
simply doesn’t make sense to add: each respondent’s zodiac sign (the fact that the GSS 
researchers include this as a variable is one of many reasons I adore them). Exhibit 1.17 
shows what happened.

Q Exhibit 1.17 Acceptable and Unacceptable Reliability

Index Alpha Before Adding Zodiac Alpha After Adding Zodiac

Everyday Harassment Index 0.76 0.47
Immigration Index 0.74 0.45
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Before adding the zodiac variable, my indexes were acceptable: the variables I chose for 
each index go together well. Adding the zodiac variable elicited disastrous results for 
each, sending the alpha down far below acceptable levels. Sometimes, it’s just a single 
variable that’s causing the problem.

CALCULATING A BODY MASS INDEX VARIABLE

As I mentioned previously, one of the threaded examples involves health. One aspect 
of health is weight: you want to have a good weight for your height. We can’t use just 
weight as a measure of health, since there’s a big difference between a 160- pound per-
son who is 5 feet tall and a 160- pound person who is 6 feet tall. Scientists developed the 
Body Mass Index (or BMI) to account for this. It’s not an additive index like we covered 
previously, but it is an index in the sense that it combines two variables into a new vari-
able. The formula for calculating BMI using inches and pounds is:

BMI Weight
Height

� �2 703

If you are using weight in kilograms and height in meters, simply don’t multiply by 703. 
A BMI below 18.5 is underweight, between 18.5 and 24.9 is normal weight, between 
25.0 and 29.9 is overweight, and 30.0 and above is obese (U.S. Department of Health 
and Human Services, 2020). Using the two people previously, the short 160- pound per-
son has a BMI of 31.2 (just above the obese borderline), and the tall 160- pound person 
has a BMI of 21.7 (within the normal range). Using the 2018 GSS data, which included 
the respondents’ heights and weights, I calculated each person’s BMI, telling SPSS to 
take each person’s height and weight and use the previous formula. I’ll use this variable 
in some of the health- related threaded examples. The lowest BMI was 14.77 (the respon-
dent was a 51- year- old man who was 5 foot 9 inches tall and weighed 100 pounds). The 
highest BMI was 60.35 (the respondent was a 24- year- old woman who was 5 foot 2 
inches and weighed 330 pounds).

BMI is not a perfect statistic. It uses raw weight, not taking into account how much 
of this weight is muscle or fat. For example, actor and former professional wrestler 
Dwayne “The Rock” Johnson, who is in incredible shape and whom you should not 
call fat (for many reasons), is 6 feet 5 inches tall and weighs 260 pounds, giving him 
an obese BMI of 30.8! Regardless, BMI does provide us with some relative measure of 
obesity for most people and will prove useful in the threaded examples regarding health 
in chapters to come.
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NEW FORMS OF DATA

Although most quantitative social research involves datasets such as the ones I described ear-
lier, there are many other sources of data. As I mentioned at the very beginning of the chapter, 
we live in an interesting time in which we ourselves have become rapid producers of data. Not 
to make you paranoid, but nearly every step you take on the Internet also becomes data for the 
“Numerati” to use. Everything we do on the Internet—posting a status update, tweeting, liking 
a photo, getting directions to a restaurant—becomes data. When the members of the market-
ing department were sending e- mails to inform statistics instructors about an earlier edition of 
this book, they were very proud that they could tell me who received the e- mail, who opened 
the e- mail, who clicked on the link within the e- mail, and how much time they spent on the 
book’s website once they clicked on the link. Everything becomes data.

With a little programming knowledge (don’t worry, we won’t be going into that here), 
you can have your computer pull (or “scrape”) information off thousands of web pages 
and throw it into a dataset ready for analysis. In this age of supposed accountability and 
transparency, government websites have improved the accessibility of their data. For 
example, you could pull information from a school district’s website, combine it with 
information from the local police website, and conduct original statistical analyses. As 
you can imagine, with so much data available on the Internet, you could easily become 
overwhelmed regarding what to do with the data once you have it. This book should 
provide you with some guidance in this regard.

Another new development is the pervasive presence and availability of media. A genera-
tion ago, if one wanted to study a television show or a news program over time, one had to 
have the forethought to tape the show, have the ability to travel to a repository at a univer-
sity or television studio, or have the good fortune of running into a hoarder who happens to 
be collecting the media you want. Now with Netflix or Hulu, hundreds of seasons of shows 
are available. Using a social research method called content analysis, you can develop 
a coding mechanism and “ask” each episode of a show a set of questions: Does it feature 
a particular theme? Does it contain a particular type of interaction among the characters 
on the show? Some of the real research I discuss, either in the end- of- chapter literature 
examples or in the article appendix, uses this method in very interesting ways. This age 
of constant availability has opened up endless research possibilities, but you have to have 
the knowledge of statistics necessary to make full use of all of these new sources of data.

LEVELS OF MEASUREMENT

Throughout the book, we will be using many variables, but we can’t use all of the vari-
ables for all of the statistical procedures I’m going to discuss. This is because what 
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you’re allowed to do with each variable statistically depends on its level of measure-
ment. For example, although we can calculate the average age of the GSS respondents, 
we can’t calculate an average race. “Average race” doesn’t even make sense. Nor does 
“average religious denomination.”

Variables such as race and religion have categories that simply represent names used 
to describe people: that person is Black, that person is Jewish, that person is a Black 
Jew. They allow us to describe or name people, but that is all. We refer to their level of 
measurement as nominal- level measurement (the French word for name is nom, if that 
helps). Nominal- level variables are simply categories in which we can put the respon-
dents. The categories for a nominal- level variable have no logical order. The GSS race 
variable’s categories are:

WHITE = 1
BLACK = 2
OTHER = 3

Yes, we match each category up with a number, but these numbers do not imply any 
order. You can’t order races; you can’t order religions; you can’t order marital statuses. 
Because we can’t even order the categories, we can’t do much with them mathemat-
ically. We simply can say equals or not equals: this person’s race equals white; this 
person’s marital status does not equal widowed. Because nominal- level variables are 
limited mathematically, they are also limited statistically. We can do some procedures 
but not others.

If we can order the categories of a variable but can’t do anything else with them (I’ll 
explain this in a moment), then we likely have an ordinal- level variable. Both the GSS 
and the ANES have a class variable, a self- reported estimate of the respondent’s social 
class:

GSS Categories:
1 = lower class, 2 = working class, 3 = middle class, 4 = upper class

ANES Categories:
0 = lower class, 1 = working class, 2 = lower middle class, 3 = middle class, 4 = upper 

middle class, 5 = upper class

These variables each provide an ordered set of categories: we know that working class is 
higher than lower class and that middle class is higher than working class. And we have 
numbers attached to each category. But these numbers don’t really mean anything above 
and beyond being able to order them. For example, the distance between the categories 

Copyright Material – Provided by Taylor & Francis 
Review Copy – Not for Redistribution 



LiFe in A DAtA- LADen AGe26     

is meaningless. Using the GSS variable, we could try to subtract categories from each 
other:

3 (middle class) – 1 (lower class) = 2
4 (upper class) – 2 (working class) = 2

Given that both of these equal two, this would imply that:

3 (middle class) – 1 (lower class) = 4 (upper class) – 2 (working class),

and this simply doesn’t make any sense, because the distances between the categories 
are meaningless. We have order but nothing else. Other GSS variables that are ordinal 
include the following:

PREMARSX: There’s been much discussion about the way morals and attitudes about 
sex are changing in this country. If a man and a woman have sex relations before 
marriage, do you think it is always wrong, almost always wrong, wrong only some-
times, or not wrong at all?

FAMVSWK: How often do the demands of your family interfere with your work on the 
job: often, sometimes, rarely, or never?

FECHLD: Now I’m going to read several more statements. As I read each one, please 
tell me whether you strongly agree, agree, disagree, or strongly disagree with it. 
a. A working mother can establish just as warm and secure a relationship with her 
children as a mother who does not work.

With all of these variables, we can order the respondents: Respondent A disagrees more 
with premarital sex than does Respondent B; Respondent C’s family life interferes with 
her work life more than does Respondent D’s family life. But that’s all we can do. We 
can’t say, for example, that Respondent A is against premarital sex twice as much as 
Respondent B is. We can’t say that Respondent C’s family life is twice as disruptive as 
Respondent D’s family life. Occasionally, this can get tricky. For example, look at the 
categories for the GSS variable PARTYID (respondent’s political party identification):

0 STRONG DEMOCRAT
1 NOT STRONG DEMOCRAT
2 INDEPENDENT, NEAR DEMOCRAT
3 INDEPENDENT
4 INDEPENDENT, NEAR REPUBLICAN
5 NOT STRONG REPUBLICAN
6 STRONG REPUBLICAN
7 OTHER PARTY
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It looks pretty darned ordinal: as the number rises, people are moving farther and far-
ther away from Democrat and more and more toward Republican. Until the last cat-
egory: other party. People who answer this are not more Republican than those who are 
strong Republicans. Therefore, we’d either have to consider this variable nominal level 
or remove those “other party” people (only 3.3% of the respondents in the 2018 GSS 
chose this category).

A third level of measurement is interval. Temperature provides a great example of this 
level. Whereas with the ordinal level, the distance between the categories was meaning-
less, with the interval level, the distance is meaningful. If the temperature rises from 30 
degrees Fahrenheit to 40 degrees, or the temperature rises from 60 degrees to 70 degrees, 
this interval rise—10 degrees—is meaningful. That is, this 10- degree interval feels the 
same regardless of your starting point. However, one aspect of an interval- level variable 
still lacks meaning: ratios. For example, it simply would not make sense if your local 
meteorologist said: “Today the temperature was 30 degrees and tomorrow the tempera-
ture will be 60 degrees: twice as warm!” 60 is not twice as warm as 30, just as 40 is not 
half as warm as 80.

Now think about age. We can do lots of math with people’s ages. We can add and sub-
tract them:

Joe is 40, Moe is 30, and Flo is 20. So Joe is 40 – 30 = 10 years older than Moe, Moe 
is 30 – 20 = 10 years older than Flo, and these 10- year differences are the same. That 
is, the distance of ten years is meaningful.

In contrast to the other levels of measurement, we also can multiply and divide them:

Pacey is 60, Tracy is 30, and Lacey is 15, so Pacey is 60/30 = 2 times older than 
Tracy, and 60/15 = 4 times older than Lacey. Lacey is half as old as Tracy and a 
quarter as old as Pacey.

What allows us to do this is the presence of a meaningful zero. With age, zero means a lack 
of something: a lack of age. Income has a meaningful zero, and haven’t we all felt that at 
some point: zero income means a lack of income. The GSS variable CHILDS (number 
of children the respondent has had) has a meaningful zero: zero means a lack of children. 
Variables measured in this way are called ratio- level variables, because ratios have mean-
ing (as in 60/30 in the preceding example). Ratio- level variables give us the full range of 
mathematical possibilities and thus statistical capabilities, as we’ll see later on in the book.

Last, with regard to levels of measurement, I’d like to talk about two special ratio- level 
cases. The first is the dichotomy: a variable that takes on only two values. For example, 

Copyright Material – Provided by Taylor & Francis 
Review Copy – Not for Redistribution 



LiFe in A DAtA- LADen AGe28     

earlier we had the variable RACERE, coded 0 = white, 1 = Nonwhite. We can claim that 
there is a meaningful zero, because zero here means (this may sound weird) a “lack of 
nonwhiteness.” In addition, we don’t need to worry about the distances between the cat-
egories being meaningful, because we have only a single distance: the distance between 
0 and 1. The second special case is the index, such as those I mentioned earlier. Many 
people (me included) consider indexes to be measured at the ratio level. This may seem 
odd because, as in the GSS examples earlier, many indexes are simply the addition of 
several ordinal- level variables. But we do create them to have a meaningful zero. For 
example, in the immigration index example earlier in the chapter, we had zero mean a 
complete lack of support for immigration. Therefore, one can make an argument that 
an index such as this one can be considered a ratio- level variable. This allows us to use 
indexes in a wide variety of statistical procedures.

It’s important to stay mindful of levels of measurement and make sure that your statisti-
cal plans will not be ruined by a lack of variables measured at the right levels. I’ve had to 
be the bearer of such bad news when people (who shall remain nameless) have come to 
me with their nominal- level data and asked me, “What can we do with these data?” My 
response is “Ummm, some things, but not much.” Don’t let this happen to you. By the 
end of the book, you’ll have a very good idea of what your data should look like if you 
want to run particular statistical procedures. In addition, a consistent goal throughout the 
book is to help you understand when to use particular statistical procedures, depending 
on what your variables look like. The threaded examples should help with this, as we 
will return to the same topics but with different combinations of variables, and we will 
use different techniques to examine such relationships.

MAJOR TYPES OF STATISTICAL PROCEDURES

The body of statistics I cover in this book can be divided into three categories: descrip-
tive, inferential, and explanatory. Early on in the book, we’ll be concentrating on 
descriptive statistics, which are exactly what they sound like: they simply describe 
the data in clear summary form (in fact, some people call them summary statistics). 
Sometimes, that’s all people want to hear: What’s the average income in a neighbor-
hood? What percentage of students at a college resides on campus? How many Ameri-
cans support transgender rights? To describe a set of data, we use tables, graphs, and 
simple statistical procedures.

Then there are inferential statistics. These procedures are a bit more complicated but oh 
so important: these statistics allow us to speak beyond a small sample of people. I’ll talk 
about this much more when we get to it, but we can use inferential statistics to say some 
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pretty specific things about very large populations, even though we haven’t surveyed 
everyone in these populations. Looking at the three questions in the preceding para-
graph, it might be possible to survey everyone in a neighborhood about incomes, and it 
is quite possible to know exactly what percentage of students lives on campus, but for 
that last question, we would have to ask every single American his or her attitude about 
transgender rights, and that’s just not going to happen. So we sample instead. Although 
inferential procedures can get complicated, I’ve developed step- by- step approaches, and 
I’ll show you how all of the inferential techniques are related to one another.

The last set of statistics is explanatory. Often, descriptive statistics raise interesting 
causal questions: some people in this neighborhood make higher incomes than other 
people in the neighborhood do. Why? Does where you live (on campus or off campus) 
affect your academic performance? Has the increased media coverage of transgender 
issues caused an increase in public support of transgender rights? All of these imply 
causality: something causes higher incomes; something causes higher grades; something 
causes attitudes to change. With this set of statistical procedures, we don’t have merely 
variables, we have independent and dependent variables. The dependent variable is 
what we’re trying to explain. Why do some students get higher grades than others? 
Does their residential status have an effect on their grades? That is, do grades depend 
on residential status? That is why, in this situation, we’d call grades the dependent vari-
able. In this situation, we’re saying that residential status is not dependent on anything; 
therefore we call it the independent variable. The independent variable is the variable 
we’re using to explain why the dependent variable varies: we think that grades vary by 
residential status. The dependent or independent nature of a variable relies on the situ-
ation we’re investigating. Grades are the dependent variable in the previous example, 
but in a completely different example, we could use grades as the independent variable 
to explain why some students pursue certain types of careers. These terms may vary 
by discipline. Instead of saying an independent variable affects a dependent variable, a 
researcher might say a predictor variable affects an outcome variable. These are sim-
ply different words for the same thing (unfortunately, this disciplinary verbiage variation 
happens frequently in statistics).

Of course, all three sets of statistical procedures are related, and most statistical projects 
likely will involve all three. One of my major goals is that, by the end of the book, you 
will have a clear picture of how all of these procedures fit together, and you will know 
how to decide which procedure is appropriate for a given situation. Toward that goal, 
most chapters end with recent examples from the social science literature illustrating 
how researchers have used the chapter’s statistical techniques. Since this chapter cov-
ered various forms of data, here are two examples where researchers built their projects 
around unique and impressive data collection endeavors.
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LITERATURE EXAMPLE: HOW TO BE POPULAR

At the risk of revealing my geekiness far too early in the book, I’ll preface this first 
literature example with a childhood story. As a young teenager, I became obsessed with 
the Billboard music charts. Growing up in pre- Internet days, I would ride my bike to my 
local record store, ask to look at their copy of Billboard, memorize the top ten of the Hot 
100 songs, and then go home to input them into my personal database on my Apple II+ 
computer, where I would track the rise and fall of the current hits. My inner childhood 
geek recently was revived when I saw an article titled “What Makes Popular Culture 
Popular? Product Features and Optimal Differentiation in Music,” which appeared in the 
top journal American Sociological Review in 2017. Noah Askin and Michael Mauskauf 
(2017) wanted to determine which characteristics of a popular song helped it to achieve 
popularity. Therefore, their dependent variable is a song’s popularity, which they primar-
ily measured in two separate ways: how high a song climbed on the Billboard Hot 100 
chart and how many weeks it stayed on the chart.

They built a dataset that puts my childhood database to shame. It includes nearly 27,000 
songs from 1958 (when the Billboard charts began) to 2016. They used an impressive 
variety of sources to build their independent variables that they thought would help 
explain popularity. To determine a song’s genre, they pulled data from a reputable web-
site called Discogs.com. They used what are called Music Information Retrieval pro-
grams from a company called The Echo Nest in order to classify various aspects of 
songs, such as tempo, key, danceability, acousticness, and speechiness (how much a 
song’s words are spoken rather than sung). Finally, and most importantly, they created 
their key independent variable: song typicality. They compared aspects of a song to the 
aspects of other songs from the same time: did the song’s aspects resemble a lot of the 
other songs of the time, or were its aspects relatively unique? Note that they accom-
plished all of this data collection by making use of existing databases and machine learn-
ing algorithms. They didn’t have to code much at all by hand, which for nearly 27,000 
songs would have been outrageously time consuming.

Askin and Mauskauf’s key finding regards a term in their article title: optimal differen-
tiation. They find that there is a “sweet spot” of typicality. A song that is too similar to 
other songs of its time will have a hard time climbing to the top of the charts. Similarly, 
a song whose characteristics are unlike any other songs from the time period will find the 
#1 spot elusive. Therefore, to achieve the height of popularity, a song must be unique, 
but not too unique. In contrast, if your goal is to achieve only tepid popularity (that 
is, a spot in the bottom of the Hot 100), being either completely typical or completely 
atypical works to your advantage. Optimal differentiation has a different effect for these 
different levels of popularity. Given that they had data on songs from the same artists 
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over a long period of time, they also identify effects based on musicians’ careers. It turns 
out the familiar “sophomore slump” is real: an artist’s second song on the charts has a 
harder time achieving popularity than their first hit. However, having a long string of hits 
raises the chances that an artist’s subsequent songs will be popular (what the authors call 
a “superstar effect”). Askin and Mauskauf offer an example of a current trend in social 
research: compiling variables from disparate sources into a single dataset through which 
they elicit their very interesting results.

LITERATURE EXAMPLE: RACIAL STEREOTYPES ABOVE THE 
BASKETBALL COURT

This next literature example also pulls together data from various sources, but the 
researchers collected some of the data themselves through a method I mentioned previ-
ously: content analysis. When asking about controversial issues, social surveys some-
times have a problem with social desirability bias. Survey respondents want to give the 
interviewer what they think they want: the socially desirable answer. For example, if the 
survey interviewer asks respondents if they engage in racial stereotyping, respondents 
might say “no” in order to appear non- racist, when in reality they do engage in such 
stereotyping. Content analysis can expose such stereotyping because it can study real- 
life occurrences. This is exactly what Steven L. Foy and Rashawn Ray accomplished 
in their article “Skin in the Game: Colorism and the Subtle Operation of Stereotypes 
in Men’s College Basketball,” which appeared in the top journal American Journal of 
Sociology in 2019. Colorism is the phenomenon that, within various racial groups, those 
with darker skin experience more negative outcomes than those with lighter skin. Asking 
people if they treat those with darker skin differently than those with lighter skin would 
likely elicit social desirability bias, so Foy and Ray found a naturally occurring site to 
conduct their research: National Collegiate Athletic Association (NCAA) tournament 
basketball games. Their overall research question was: does skin tone of the player (the 
independent variable) affect the types of comments made by announcers who are provid-
ing the play- by- play commentary about the players (the dependent variable)? If so, this 
provides Foy and Ray with evidence of colorism as it occurs in daily life (and as heard 
by millions of basketball fans).

They built a sample of 54 NCAA games from the years 2000 to 2010 to study. To mea-
sure their key independent variable—skin tone—they used a well- developed scale 
of skin- tone measurement from the Project on Ethnicity and Race in Latin America 
(PERLA), which ranges from 1 (lightest skin tone) to 11 (darkest skin tone). They 
recruited over 2,000 participants from Amazon’s Mechanical Turk (MTurk) crowdsourc-
ing website to code the official player photographs from university websites using this 
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PERLA scale. Each MTurk coder was assigned a certain number of player photographs, 
and the researchers ended up with around 57 PERLA ratings per player, which they 
then averaged to assess each player’s skin tone. They also compiled a large number of 
background and performance variables on the players, such as height, weight, position 
played, and average number of points per game, just to name a few. Their dependent 
variables involved the type of comments that the announcers made about each player. 
This is the content analysis part of the project: they carefully analyzed the content of the 
announcers’ comments about each player and coded them into categories. For example, 
comments such as “incredibly athletic,” “long wingspan,” and “he has a lot of strength” 
were coded as physical characteristics. Comments such as “so clever the way that he 
plays,” “he really understands . . .,” and “he is always under control” were coded as 
mental characteristics.

When they analyzed the 2,659 comments made about the players throughout these 54 
NCAA games, Foy and Ray discovered plenty of evidence for colorism. For example, 
they found that players with lighter skin tones were more likely to receive comments 
regarding mental characteristics, such as their control and cleverness. Players with 
darker skin tones were more likely to receive comments regarding physical characteris-
tics, such as size and speed. Because of the statistical techniques the authors used, they 
were able to show that these relationships exist above and beyond the players’ actual 
characteristics and performance. For example, of course announcers are more likely to 
talk about the height of really tall players, but even when they looked at only the tall 
players, tall players with dark skin tones received more comments about their height 
than did tall players with light skin tones. In the end, they make a compelling case that

skin tone inequality . . . is alive and well in the 21st century and may be a major 
schematic that individuals use to make sense of their social worlds, whether this is 
about how they view a basketball player on a televised game, students at their chil-
dren’s school, teenagers and young adults walking down the street, or colleagues at 
work.

(Foy and Ray, 2019: 772–773)

CONCLUSION

Reminiscent of the saying “May you live in interesting times,” we certainly can view 
living in data- filled times as both a blessing and a curse. We are blessed because at no 
other point in history has so much data been so readily available at the touch of a button 
(well, perhaps a few buttons, but not that many). However, if you don’t know what to do 
when you’re awash in data, you might feel cursed. By now you should have a good sense 
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of what data are, where they originate, and what you can do with them once you have 
them. You may not exactly feel blessed at this point, as we do have quite a long way to 
go, but hopefully you’re starting to understand that being able to speak statistics is not 
only possible but important as well.

SPSS DEMONSTRATIONS

Please visit the book’s website routledge.com/cw/linneman to view videos of these 
demonstrations.

GETTING TO KNOW SPSS

SPSS has been around since 1968—the same year that I was born. We’ve both aged 
reasonably well. When introduced, SPSS stood for “Statistical Package for the Social 
Sciences.” However, since then, it has made inroads into the business world, particu-
larly after it was purchased by IBM. If you look at the company’s website (www.ibm.
com/products/spss- statistics), you can tell that the program is marketed to businesses to 
help them use statistics to make accurate forecasts. Although many social scientists still 
use it, it just goes by the name SPSS now. SPSS can do a lot of statistics, only some of 
which we are going to use. In fact, I would equate our use of SPSS with driving a very 
expensive sports car to the grocery store down the block: we’re going to be using only 
a small part of SPSS’s immense power. SPSS can vary a bit depending on the version 
you’re using, but the procedures we’ll be doing should work fine regardless of version. 
I highly recommend that you use these SPSS demonstrations while at a computer with 
SPSS running, because that way you can follow along. And don’t forget about the video 
demonstrations on the book’s website (for how else can you hear the dulcet tones of my 
voice?)

When we’re working with SPSS, we’ll be in two main windows. The first is the Data 
Window: this is where we can look at the data, and we can look at it in two ways. The 
first way is the Data View, called this because we use it to look directly at the raw data. 
The other way is the Variable View, called this because we use it to look at aspects of 
variables. The second main window is the Output Window, and this will pop up once we 
run some output, such as a table or a statistical test. But let’s start with the Data Window, 
because that’s what comes up when you open SPSS. Within this first dialog box, or room 
(I like to call the boxes that pop up “rooms,” and you’ll see why in a bit), we can open up 
a dataset or another type of file (such as an existing output file to which we want to add 
additional output). Notice behind this box is an empty data window.
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So sadly empty. We fill it by opening up a dataset. I’m going to open up the ANES data-
set (the dataset that we will use for these SPSS demonstrations). I can either click on the 
name of the dataset in the list in the dialog box or click

File → Open → Data . . .
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and then find the file just like I would find any other file on the computer or network. 
Once you open the dataset and click on the Data View tab at the bottom, it’s easy to fig-
ure out how SPSS arranges it in the window:

Notice that each column contains a variable, whereas each row contains a case (i.e., 
a respondent, a person). Each respondent’s entire set of answers to all of the survey 
questions is contained in his or her row. If you scroll to the right, you can see all of the 
variables. If you scroll down, you’ll see that this dataset has 4,270 cases. Back up at the 
top, looking at Respondent 1, you can tell that this person replied “About half the time” 
to the POLATTNPRE variable. But what does she do about half the time? That is, what 
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was this variable about? There are several ways to figure this out. You could look in a 
codebook, which, appropriately enough given its name, tells you how each variable was 
coded. You could also click

Utilities → Variables . . .

and find the POLATTENPRE variable on the left and click on it, and then, in the box on 
the right, that variable’s information will pop up:

In this box, you can see the Variable Label (“How often does R pay attn to politics and 
elections”) and the Value Labels (–9 = Refused . . . 1 = Always . . . 5 = Never). Another 
handy tip about this box is if you click on the “Go To” button (I’ve circled it in the pre-
ceding figure), SPSS will take you right to that variable within the dataset. This is handy 
if you have a huge dataset with hundreds of variables.

If you look at the bottom of the Data Window, you will see two tabs: the first says “Data 
View”; the second says “Variable View.” Click on the Variable View tab (I’ve circled this 
tab in the next figure). You will now see the second version of the Data Window:
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Whereas in the Data View, the cases were in the rows, now each variable gets a row. 
The columns now contain various information about each variable. The most important 
columns, I believe, are the Label column and the Values column. Here is where we tell 
SPSS how to label a new variable we create and what each of the variable’s values mean. 
Let’s say we needed to add another category to the gender variable because some of our 
respondents identify as transgender. We could click on the Label cell for the GENDER 
variable, click on the button that pops up, and then tell SPSS that the value 4 will have 
the label of “Transgender.”
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Notice that the “Add” button lights up. Once we click this, it adds the new infor-
mation to the list, and then we can click OK to leave this room. One word about 
this ANES GENDER variable: fortunately, for the first time, the ANES added an 
“Other” category. Unfortunately, only 11 out of the 4,270 respondents identified as 
such; therefore, I don’t use these respondents in my analyses that involve gender. The 
GSS also added recently a new question called SEXNOW that allowed respondents to 
identify as transgender, but only two respondents did so. These large national surveys 
simply aren’t good for studying smaller groups like this, so more specialized surveys 
are needed.

RECODING VARIABLES

As I discussed earlier in the chapter, often we will want to take an original variable 
and recode it into a new variable. Let’s go through this process doing a very simple 
recode. What we’re going to do is take the original variable for political views (called 
POLVIEWSPOST) and recode it into a new variable called XYPOLVIEWSPOST3CAT, 
which will collapse the original seven categories to three categories (liberal, moderate, 
and conservative):
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Q Exhibit 1.18 Recoding Political Views

Original Variable: POLVIEWSPOST New Variable: XYPOLVIEWSPOST3CAT

Extremely liberal: 1 Liberal: 0
Liberal: 2 Liberal: 0
Slightly liberal: 3 Liberal: 0
Moderate: 4 Moderate: 1
Slightly conservative: 5 Conservative: 2
Conservative: 6 Conservative: 2
Extremely conservative: 7 Conservative: 2
All other responses System Missing

Now that we’ve planned how we want to recode the variable, we have to tell SPSS what 
we want to do, so we need to go into the Recode room. To get there, click

Transform → Recode Into Different Variables . . .

This takes us into the first of two recode rooms. This is where I think my room imagery 
really works: the second recode room is actually a room within a room. Plus, it makes 
SPSS into more of a video game, and that makes it more fun (I try). Here’s the first 
recode room and what we need to do:

1.) Move the original variable 
off this “variable shelf” by 
clicking on it and then clicking 
on this arrow.

2.) Type the name of the new 
variable in this box.

3.) Add the variable label.

4.) Click this “Change” button.

Once you do this, the first room should look like this. Notice that the “Old and New 
Values . . .” button has become active now. This means we’re ready to go into the room 
within a room.
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Click on this button (or think of it as a door if you want to). Here is what the next room 
looks like and what you want to do in it:

1.) Put a value from the 
original variable in this box.

2.) Put the corresponding 
new value in this box.

3.) Click the “Add” button.

Our goal in this room is to take every value of the original variable and make sure that it 
has a value on the new variable. If you forget a value, your entire recoding of the variable 
can get messed up. Following are two ways you could fill in this box for the variable 
we’re recoding. In the first box, I put in each old value one by one:
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Note that once I put in all of the valid values (1 through 7), I tell SPSS to take all the 
other values and code them as “system- missing” (meaning that if a respondent did not 
have a valid response on the original variable, he or she will be coded as missing on the 
new variable). Note at the bottom of the list, SPSS translates this request into the phrase 
“ELSE → SYSMIS.”

An alternative to this is to use the range boxes on the left- hand side, because 1 through 3 
take on the same value of 0, and 5 through 7 take on the same value of 2:

Once you have all of your recode commands entered, click Continue at the bottom of the 
box and SPSS will create your new variable and place it in the far right of the dataset:

Notice that at this point, SPSS does not put labels in, because we haven’t told SPSS what 
the labels are. SPSS is smart, but it’s not that smart. It can’t read our minds and figure out 
how we want our new variable’s categories to be named. So we need to tell it, and here 
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is how we do that. We go to the Variable View of the Data Window and scroll down to 
the bottom, where our new variable is located:

Our new variable already has what is called a Variable Label, because we gave it that 
when we created the variable. But it does not yet have what are called Value Labels: 
names for each category. You can see that in the box in the Values column it currently 
says “None.” If you click in that box (as I have done), a button pops up (or, to continue 
the room analogy, a secret door). Click on this button, and it takes you into the Value 
Labels room, where we’ll tell SPSS what label corresponds to each value, pressing the 
“Add” button after entering each set. In the next figure, I’m just about to hit Add for the 
last Value Label:

After we click OK to get out of this room, SPSS will add the labels to the values. And 
every time we use this variable, for example, in a table or graph, SPSS will use these 
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value labels in creating its output. It really does want to help you out, but you need to 
help it help you.

Bear with me for a second while I make an impassioned plea. Once you get going in 
SPSS, and you’re recoding and creating new variables, the temptation will be to keep 
plowing on, and you might not take the time to put in these labels. You can remember 
how you recoded a variable, right? Wrong. And I speak from some years of experience 
with this. You’ll create a variable, not give it labels, and after few weeks pass by and you 
return to your dataset, you’ll look at this variable you created and have absolutely no 
idea what it means. Trust me on this: it will happen. And when it happens, your future 
self will be so angry at your past self. I’ve been there myself, and it’s not a pleasant feel-
ing. Labels, labels, labels!!!

Finally, to check our work, let’s look at our old variable and new variable in two ways. 
First, let’s look at the dataset itself:

You can see that SPSS recoded each respondent’s political views correctly. The first per-
son said conservative to the original question, so they are coded as conservative on the 
new variable. The second person said slightly conservative to the original question, but 
now they are coded as conservative on the new variable. The third respondent didn’t give 
a valid response to the original question, so they receive a dot on the recoded variable 
(which signifies a missing value). Another way to check if SPSS did what you think you 
asked it to do is to look at a frequency distribution for the old and new variable (we’ll 
talk more about frequency distributions in the next chapter):
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Do the extremely liberals, liberals, and slightly liberals become just “Liberal”? Yes: 
110 + 473 + 413 = 996. Do the 841 moderates remain “Moderate”? Yes. Do the slightly 
conservatives, conservatives, and extremely conservatives become just “Conservative”? 
Yes: 442 + 652 + 118 = 1,212. Do all the missing values add up? Yes: 9 + 86 + 536 + 
590 = 1,221. Our task is complete. This recoding process may seem onerous right now, 
but after you go through it a few times, you will become a pro. Just never forget to label 
your variables and check your work!

Once you create new variables, you will of course want to save your own copy of the 
dataset. If you click “File  Save As . . .,” you can save your own version of the ANES 
dataset, perhaps with the name ANES2016mycopy, or ANES2016yourname, whatever 
makes sense to you. Once you run some analyses and have output in the output window, 
you may want to save that as well. The key thing to remember is that SPSS will save 
whichever window is currently active. If you are in the data window, and you click Save, 
it will save the data window. If you are in the output window, and you click Save, it will 
save the output window. Therefore, you need to keep in mind which window you want 
to save and make sure that window is the active window.

COMPUTING A NEW VARIABLE

Another common way of creating new variables is through computing: adding, subtract-
ing, multiplying, or dividing variables. To do this, we go to

Transform → Compute Variable

Our goal here is to put an equation in the Numeric Expression box. Let’s do a simple one 
here: we want a new variable called XYPOLENGAGE that is an additive index of three 
variables: number of days they discuss politics, number of days they consume news, and 
number of days they use social media to get information about the presidential election. 
A respondent could do each of these zero times a week, thus getting a 0 + 0 + 0 = 0. 
A respondent could do each of these every day, or seven times a week, thus getting a 7 + 
7 + 7 = 21. But many respondents will be somewhere in between. Here is what we do in 
the Compute Variable room:
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We simply take those three variables and move them into the Numeric Expression box 
one at a time, with plus signs in between. We then click the “OK” button, and SPSS com-
putes our new variable and puts it at the right- hand side of the dataset. Notice that there’s 
a button in the Compute Variable room called “Type and Label,” which we could use 
to label our new variable, or we could add the label in the Variable View window. Also 
with regard to labels, it’s important to give the endpoint values of the index labels. In 
this situation, we’d give 0 a label of “Never engaged” and 21 a label of “Fully engaged.” 
You don’t need to give values to all 22 categories (i.e., 1 = just a teensy- weensy bit 
engaged . . .).

Here is the resulting index: 
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We have nearly 3,000 respondents with index scores, so that’s good. Keep in mind, as 
I mentioned early in this chapter, that a respondent must have valid responses on all of 
the variables that went into the index in order to have an index score.
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FROM OUTPUT TO PRESENTATION

After each chapter’s SPSS demonstration(s), I will then go over how to take raw SPSS 
output and translate it into a format suitable for presentation. Remember, one of your 
future roles may be translating statistical results for an audience that may or may not be 
versed in statistics. Clearly presenting statistical results is paramount. Slapping some 
raw SPSS output onto a screen is not the best way to go. These “From Output to Pre-
sentation” sections will help you better convey your results. Now, in this chapter, we 
haven’t really had much in the way of output. However, we have talked about data, and 
at the start of any presentation (whether it be in oral or written form), it’s important to let 
your audience know about the data from which you will be presenting statistical results. 
Here are a couple of key questions that you should address:

1. What is the source of the data: who collected it, how, and for what purpose?
2. What are the characteristics of the sample (we’ll talk more about sampling in a later 

chapter): the size of the sample, how was the sample drawn, what was the response 
rate? To what larger population can the statistical results be generalized?

For example, if you were presenting results from the ANES, here are some things you’d 
want to say:

1. The ANES is conducted by Stanford University and the University of Michigan.
2. The 2016 study involved 4,270 respondents, carefully selected to complete either a 

face- to- face interview or a carefully guided Internet- based interview.
3. The ANES population is Americans aged 18 and older.

Basically, you want to assure your audience that the results you will be presenting are 
based on good data and that they should listen to what you (and the data) have to say.

EXERCISES

note: For each chapter’s exercises, i have provided my answers to the odd- numbered 
exercises. You can find these answers on the book’s website in Appendix D.

Exercise 1

the following are variables from the Anes dataset. Describe at which level of mea-
surement each of them should be considered to be, and explain why you think this 
is the case. You will want to refer to the Anes codebook in Appendix A and/or look 
at the variables in sPss.

EXERCISES

Copyright Material – Provided by Taylor & Francis 
Review Copy – Not for Redistribution 



FinDinG AnD MAnAGinG DAtAsets             49

a. neWsWk

b. tRAnsGen

c. FtBLM

d. RACe

e. sMARtPhone

f. PRotesthit

g. heALth

h. GUnsnUM

Exercise 2

the Anes dataset has two variables for age: AGe (the respondent’s age in years) 
and XYAGe4CAt (age in four categories). this latter variable is a variable that i cre-
ated using the original age variable. Recode the original age variable to create a 
new variable that will be identical to this four- category age variable. examine the 
variables in the Data Window to make sure that sPss did what you asked it to do.

Exercise 3

For the exercises in this book, i have created numerous indexes using the Anes 
dataset (see Appendix A). one of them i call the index of support for Vaccines, and 
i created it using two variables. take the two original vaccine attitude variables, 
recode them into new variables, and then create an additive index exactly like the 
one i created (where zero means a lack of support for vaccines). You already know 
the answer; now all you need to do is figure out how to get there.

Exercise 4

Using the Anes dataset, create a variable called stRLeADinDeX, which will com-
bine these two variables: stRLeAD1 and stRLeAD2. Make zero on your index sig-
nify a lack of support for a strong leader. examine the variables in the Data Window 
to make sure that sPss did what you asked it to do.

Exercise 5

here’s a bad plan for combining two questions into an index. the bad index planner 
wants to measure support for government intervention into people’s lives, and he 
decides to use these two Anes variables:

GRAss: should marijuana be legal?

1. Favor
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2. oppose

3. neither favor nor oppose

GUnBUY: should government make it more difficult to buy a gun?

1. More difficult

2. easier

3. keep these rules about the same

he decides simply to add these two questions together as they are. Clearly explain 
why this is a bad plan, and suggest a better plan.

Exercise 6

For each of the following Anes variables, think of a relationship where that vari-
able could be the independent variable; then think of a different relationship where 
that variable could be the dependent variable. For the other variable in each rela-
tionship, you don’t need to restrict yourself to variables in the Anes.

a. Years of education

b. Days of week watch/listen to/read news

c. times per month one attends religious services

d. number of children in the household

e. Feeling thermometer toward big business

f. Political views

g. having a smartphone

h. have done volunteer work in the past twelve months

i. Level of political understanding

j. Are you better or worse off than last year

Exercise 7

here are the results from two variables from the Pewhealth dataset:

sample: How was survey conducted?

By landline 1,808 respondents

By cell phone 1,206 respondents
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cellphone: Does respondent have a cell phone?

Yes 1,375 respondents

no 432 respondents

Don’t know 1 respondent

system Missing 1,206 respondents

Let’s say you want to create an overall variable for whether the respondent has a 
cellphone. talk about how you would do this, considering how these two variables 
are connected to one another.

Exercise 8

Using the original Pewhealth variables “quallife” and “health,” plan an index where 
0 is lack of good health and quality of life and the highest number is the opposite: 
excellent health and excellent quality of life. Describe how you would recode the 
original variables and describe what your resulting index would look like.

Exercise 9

By examining the Pewkids dataset, explain the recodes that went into creating the 
Child’s own Cyberbullying enabling index.

Exercise 10

one concern of survey researchers is social desirability bias: the respondent replies 
in a way that makes him or her look good. Look through the Pewkids dataset and 
choose five variables that might be particularly subject to this bias and explain why.

Exercise 11

Look at the PewWorkPlay dataset, focusing on the five original variables concern-
ing whether the respondent thought that lacking high- speed internet at home 
caused disadvantages: disadv1, disadv2, disadv3, disadv4, disadv5. then, examine 
the recoded variables that i made from these original variables (XYdis- adv1, XYdis-
adv2, XYdisadv3, XYdisadv4, XYdisadv5) and the index i created from combining 
these variables (XYdisadvindex). Write a clear description of how i recoded these 
variables and created this index.

Exercise 12

Look at the PewWorkPlay dataset, focusing on the six original variables concern-
ing the respondent’s attitudes toward video games: gameatt1, gameatt2, gameatt3, 
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gameatt4, gameatt5, and gameatt6. then, examine the recoded variables that 
i made from these original variables (XYgameatt1, XYgameatt2, XYg- ameatt3, 
XYgameatt4, XYgameatt5, XYgameatt6) and the index i created from combining 
these variables (XYgameattindex). Write a clear description of how i recoded these 
variables and created this index.

Exercise 13

Look at the PewWorkPlay dataset’s variables income and XYincome. Describe how 
i recoded XYincome from the original income variable. By making reference to 
levels of measurement, describe why the XYincome variable may be preferable to 
the income variable.

Exercise 14

Looking at the PewsocialMedia dataset, examine the original “upset” variables 
(upset1 through upset10), the recoded upset variables (XYupset1 through XYup-
set10), and the index of Upsettedness. Describe how i constructed this index.

Exercise 15

From the PewsocialMedia dataset, identify from the original variables:

a. two variables that are measured at the nominal level

b. two variables that are measured as dichotomies

c. two variables that are measured at the ordinal level

d. two variables that are measured at the ratio level

Exercise 16

Looking at the PewsocialMedia dataset, examine the original “leftout” variables 
(leftout1 through leftout5), the recoded leftout variables (XYleftout1 through 
XYleftout5), and the index of Concern about Being Left out. Describe how i con-
structed this index.

Exercise 17

the WVs dataset uses the country as the unit of analysis instead of the individ-
ual respondent. Many of the variables in this dataset concern the percentage of 
a country that feels a particular way. At what level of measurement are such vari-
ables? explain.
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Exercise 18

the WVs dataset contains these three variables about political participation: PARt-
Pet (percentage of the country’s population that has signed a petition), PARtBoYC 
(percentage of country’s population that has participated in a boycott), and PARt-
DeMo (percentage of country’s population that has participated in a peaceful dem-
onstration). Could you combine these variables into a variable that represents the 
percentage of country’s population that has participated in all three behaviors? 
explain why or why not.
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